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National Digital Newspaper Program (NDNP) 
https://www.loc.gov/ndnp

● United States newspaper digitization 
pre-1963

● Collaboration since 2005
○ 50 state partners
○ Library of Congress (LC)
○ National Endowment for the 

Humanities (NEH)
● Shared technical specification
● Open access

https://chroniclingamerica.loc.gov/


Chronicling America 
https://chroniclingamerica.loc.gov/

● 17+ million pages
● 3,000+ newspaper titles
● Content coverage:

○ 48 states, 2 territories, and D.C.
○ 23 languages
○ 1777-1963

https://chroniclingamerica.loc.gov/


Chronicling America Data Visualizations 
https://www.loc.gov/ndnp/data-visualizations/



Chronicling America Data Access 
https://chroniclingamerica.loc.gov/

● Open access / public domain
● API & bulk data access
● Metadata & search results from site can 

also be returned in JSON format

Advancing Research and Scholarship

● Projects using Chronicling America data: 
https://www.loc.gov/ndnp/extras/

https://chroniclingamerica.loc.gov/
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https://chroniclingamerica.loc.gov/lccn/sn84026749/1920-04-26/ed-1/seq-1/https://chroniclingamerica.loc.gov/lccn/sn99063812/1920-04-26/ed-1/seq-1/

https://chroniclingamerica.loc.gov/lccn/sn84026749/1920-04-26/ed-1/seq-1/
https://chroniclingamerica.loc.gov/lccn/sn99063812/1920-04-26/ed-1/seq-1/










Can we “throw open the treasure chest” by training a 
machine learning algorithm to process all of Chronicling 

America?



● facilitate research in computer science, 
library science, and the digital humanities
 



● facilitate research in computer science, 
library science, and the digital humanities
 

● Engage the public and enable a wide 
range of creative computing and public 
humanities projects







7 Different categories:
- Photographs
- Illustrations
- Comics
- Editorial Cartoons
- Maps
- Headlines
- Advertisements











Faster-RCNN



Faster-RCNN

Pre-train



Faster-RCNN

Pre-train Finetune



Faster-RCNN

Pre-train Finetune + Headlines & Ads



Source: Joe Redmon, Lecture 18: Detection and Instance Segmentation
https://pjreddie.com/courses/computer-vision/
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Faster-RCNN

Pre-train Finetune + Headlines & Ads



Faster-RCNN

Pre-train Finetune

Predict

+ Headlines & Ads















Running the Pipeline
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Running the Pipeline
● 16,368,041 Chronicling America pages processed in total

○ ~100 TB of image & XML data

● ~19 days on 2 g4dn.12xlarge Amazon AWS EC2 instances

○ 96 vCPUs & 8 NVIDIA T4 GPUs

● All pipeline code in Python, PyTorch

● notebooks/process_chronam_pages.ipynb in Newspaper 
Navigator Repo





QR code to Github repo:

news-navigator.labs.loc.gov                  #NewspaperNavigator
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● HTTPS, S3 requests

● Pre-packaged datasets
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QR code to Github repo:

news-navigator.labs.loc.gov                  #NewspaperNavigator

All in the public 
domain!



Data Archaeology



Data Archaeology

http://dx.doi.org/10.17613/k9gt-6685



Newspaper Navigator Search Application
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Newspaper Navigator Search Application
● A search user interface for 1.5 million photos from the 

Newspaper Navigator dataset

● Empowers users to train AI navigators to retrieve visually 
similar content

● Exposes the machine learning training to the user

● Training and predicting on all 1.5 million photos takes just a 
couple of seconds









https://news-navigator.labs.loc.gov/search



Newspaper Navigator + the Digital Humanities



Q1: How can Newspaper 
Navigator help us “see” 

editors?

In collaboration with: Jim Casey, Molly Hardy, 
Joshua Ortiz Baco, Sarah Salter



1907 Front Pages



A Heat Map of Advertisements on the Front Pages of The Opelousas Courier, 1870-1909



Q2: How can Newspaper 
Navigator help us study 

Ladino newspapers?

In collaboration with: Devin Naar



La Vara, 1930



La Vara, 1930





T-SNE embedding visualization of visual content with confidence 
scores > 90% (2,518 images in total)
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